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ABSTRACT

DESIGN OF A HIGH PERFORMANCE, HIGH AVAILABILITY.
DISTRIBUTED FILE SYSTEM

By
Chetan Ahuja

This thesis presents the design and rationale for a new distributed ﬁle system
named Pelican. The main goals of Pelican design are to provide a high performance
distributed ﬁle system that also supports Unix semantics for ﬁle sharing. Aggressive
in-memory caching and a token based cache consistency scheme are incorporated into
the design to attain the stated goals. High availability is provided through replication
of servers. A simple token based cache consistency mechanism was implemented in

the Linux NFS server as a demonstration of performance advantages of a stateful
cache consistency mechanism.

To Deepika

iii

ACKNOWLEDGMENTS

I would like to thank Dr. Matt Mutka, my advisor, for allowing me to pursue this
project and helping me along every step of the way. Without his generous support
and constant guidance, this thesis would simply not be possible.
The Pelican design presented in this thesis is the result of our collaboration, during a semester long internship, with the NOW (Network of Workstations) group at
Progeny Linux Systems. I would like to acknowledge and thank the project leader
and CTO of the company Dr. John Hartman for allowing me to be a part of the

project. He, along with Ian Murdock (CEO of Progeny Linux) set down the basic
goals and design fundamentals of Pelican. We worked out the intertwined details of
the token mechanism, the replication scheme and crash recovery during a series of
discussion over phone, email and in person. I would also like to thank Adam Lazur,
Stephen Gunn and the rest of Progeny staff for making me feel like a part of the
group and also for the valuable discussions on the progeny mailing list. The ﬁnancial
support provided by Progeny allowed me to devote more time to the thesis and was
highly appreciated.
Last, but not least, I cannot thank my wife Deepika enough for the unwavering
iv

love and support she provided during this extremely busy and difﬁcult period.

TABLE OF CONTENTS

LIST OF TABLES

viii

LIST OF FIGURES
1

ix

Introduction

1

1.1

Background .................................. .

1.2

Pelican: A High Performance, Highly Available, Strongly Consistent, Distributed File System ...........................

3

2 Design Issues
2.1 Design Considerations For A Distributed File System ...........

6
6

2.1.1

Name Spaces ................................

6

2.1.2
2.1.3
2.1.4
2.1.5
2.1.6

Stateful or Stateless ............................
File Sharing Semantics ...........................
Caching ...................................
Disconnected operation ..........................
Replication .................................

7
8
9
12
12

3 A Survey of Distributed File Systems
3.1 NFS ......................................
3.1.1 Statelessness ................................
3.1.2 Performance .................................
3.1.3 File Sharing Semantics ...........................
3.1.4 NFSv4 ....................................
3.1.5 Comments ..................................
3.2 AFS ......................................
3.2.1 Scalability ..................................
3.2.2 File Sharing Semantics ...........................
3.2.3 Comments ..................................
3.3 DCE/DFS ...................................
3.3.1 File Sharing Semantics ...........................
3.3.2 Performance .................................
3.3.3 Other Comments ..............................

15
15
17
17
18
18
19
19
20
20
21
22
23
25
25

4 Design of The Pelican File System
4.1 Overview ...................................

27
27

4.2

Caching ....................................

30

4.3

File Sharing Among Multiple Clients ....................

31

vi

4.3.1
4.3.2
4.3.3
4.4
4.5
5

Cache Consistency .............................
Keeping Open File State ..........................
File Locking .................................

32
33
34

Replication ..................................
Fault Tolerance ................................

37
39

Modiﬁcations to the Linux Kernel NFS Daemon

43

5.1

Caching in NFS ................................

43

5.2
5.3
5.4
5.5

Token Scheme .................................
Performance Benchmarking .........................
Conclusions ..................................
Summary ...................................

44
45
47
48

BIBLIOGRAPHY

49

vii

LIST OF TABLES

5.1

Directory lookup benchmark numbers ....................

viii

46

LIST OF FIGURES

4.1

An example of token exchange in Pelican ..................

36

Chapter 1

Introduction

1.1

Background

A conventional centralized ﬁle system allows multiple users on a single system to
share access to ﬁles stored locally on the machine. A distributed ﬁle system extends
the sharing to users on different machines interconnected by a network. Almost all
research and commercial distributed ﬁle systems are implemented using a client-server
model. The client is a machine that accesses a ﬁle, while a server is one that stores

the ﬁle and allows clients to access it.
One of the most important uses of local area networks (LANS) today is to share
ﬁles between different computers on the network. The primary distributed ﬁle systems

in use on LANS today are the Network File System (NFS)[1], introduced by Sun
Microsystems in the mid 1980’s, and CIFS, a prOprietary system in use on Microsoft

Operating systems. The most popular distributed ﬁle system in use over wide area
networks (WANS) is the Andrew File System (AFS)[2], developed at Carnegie Mellon
1

University, also during the mid and late 1980’s and now distributed by IBM. In

commercial hands, AFS later evolved into the newer Distributed File System (DFS)[3],
although DFS has not been as popular as AFS. AFS evolved in another direction at
CMU to give rise to the CODA[4] distributed ﬁle system project. CODA remains an
important academic project but it has yet to see wide deployment outside of CMU.
There are several desirable characteristics for a good distributed ﬁle system. Each
particular system may display some or all of these characteristics. We’ll list some of

the most important prOpertieS here:[5]
0 Network 'II'ansparency — Client programs should be able to access remote
ﬁles using the same operations that apply to local ﬁles. No recompilation of
user programs or use of special libraries, etc., should be required. It also means

that the semantics of ﬁle sharing should not be drastically different from what
a single-system would offer.

0 Location transparency — The name of a ﬁle should not depend on or reveal

its location in the network. That also means that the name of the ﬁle should
not change when its physical location changes. In Unix terms, it means that

the user visible pathname of the ﬁle should not have anything to do with where
the ﬁle is actually stored.

0 User mobility — The user should be able to access shared ﬁles from any node

in the network as long as it has a network path to the server.

0 Scalability — The system should scale well as its load increases. It should also
be possible to grow the system incrementally by adding components over time.
2

0 Fault Tolerance — The system should continue to function to some extent

even after failure of some of the system components. For instance, crash of a
single server out of many available should not bring down the entire ﬁle service.

0 Open standards — One of the non-technical factors affecting the desirability of a distributed file system is that it should be easy to integrate it into
an existing network. An open standard protocol helps interoperability. NFS
has found wide acceptance because of its openly published protocol and Sun’s
licensing of a reference implementation, which was used by other vendors to
port NFS to other variants of Unix and several non-Unix environments such

as Microsoft DOS/Windows and VMS. Some of the non-Sun implementations
have even found ways to address many of the weaknesses in the NFS protocols
while maintaining compatibility with the standard. For instance IBM’s High

Availability NFS (HANFS)[6] and BSD’s Not Quite NFS (NQNFS)[7].

1.2

Pelican: A High Performance, Highly Available, Strongly Consistent, Distributed File
System

We propose a new distributed ﬁle system called the Pelican File System in this thesis.

The major goals of Pelican design are high performance, strong (i.e. Single-system
Unix—like) ﬁle sharing semantics, high availability through server replication and provision of a single-system image on a network where all machines are participants in a
3

Pelican ﬁle system. Pelican design is meant for a Unix workstation installed in a LAN
environment. The constraints on Pelican are that it should not require any special
hardware beyond what is available on an everyday workstation (i.e. CPU, volatile

RAM, hard disk and a LAN connection) and it should ﬁt into the VFS infrastructure
provided by almost any modern Unix kernel, such as Linux. Portability to 08’s other
than Unix (in its various ﬂavors) was not seen as a major goal in the Pelican design

process.
Although many commercial and research distributed ﬁle systems are in existence
today, no single ﬁle system fulﬁlls the requirements laid out above. As an example
application that would beneﬁt from the abovementioned characteristics of Pelican,
imagine an online news website that has to deal with thousands, maybe even tens of

thousands, of content pieces on a daily basis. The site would certainly beneﬁt from a
distributed web-server cluster. This distributed web cluster would need a way to allow
many different people adding and updating content at arbitrary times while at the

same time a large number of readers are visiting the site online. This has become a
very common scenario in today’s web driven world yet none of the pOpular distributed
ﬁle systems on the market today deal satisfactorily with this situation. Most of the
solutions on offer today revolve around enormous centralized database servers which

are not really the correct solution for managing a large number of binary and text
ﬁles (which is what web content is).
The thesis is organized as follows. We will devote the next chapter (chapter 2) to
discussing design considerations for a distributed ﬁle system. In chapter 3, we discuss
some of the existing distributed ﬁle systems such as NFS, AFS, DCE/DFS etc., and
4

how they deal with a given design challenge.
Having discussed the design considerations and reviewed past work in the ﬁeld,
we describe the design of the Pelican ﬁle system in chapter 4.
Chapter 5 will describe the implementation of a token based cache coherence
scheme we implemented in the Linux kernel NFS daemon. Since Pelican is still in
the design phase, the open source NFS daemon was chosen since it provides a good

testing ground for design and implementation ideas.

Chapter 2

Design Issues

There are several issues in the design of a distributed ﬁle system. These involve
tradeoffs in functionality, semantics and performance. In this chapter, we will brieﬂy
compare different ﬁle systems based on how they deal with these issues. We will then
describe these solutions in greater detail in the next chapter where we take a closer
look at some selected distributed ﬁle systems.

2.1

Design Considerations For A Distributed File
System

2.1.1

Name Spaces

Most popular distributed ﬁle systems such as NFS, AFS, CIFS etc. allow each client
to mount an exported ﬁle system subtree in its local namespace. This scheme falls
a bit short of the goal of complete network transparency since only a portion of the

6

name space is shared. A portion of the name space on each client is still private on

that machine. The Sprite[8] ﬁle system, inﬂuenced by the LOCUS[9] ﬁlesystem, which
came before it, provided a completely shared, single-system like uniform name space

over the entire network. The Pelican ﬁle system design calls for a similar uniform
name Space over the entire network.

2.1.2

Stateful or Stateless

A stateful server is one that retains information about client operations between
requests and uses this state information to service subsequent requests. Requests
corresponding to system calls such as open and seek require maintaining state on the
server Since the server must remember which ﬁles are open on which client as well
as the seek oﬂset in each ﬁle. The alternative to maintaining state on the server is
to require the clients to make each request in completely self contained manner. For
example, instead of making a seek request, the client may be required to specify the
offset on each read or write Operation. The responsibility for translating the normal
Unix system calls to requests suitable for a stateless server falls with the client portion
of the protocol.

It is clear that a stateless protocol has a higher network overhead than a stateful
protocol. That is because, in a stateless protocol, each request from the client to

the server needs to contain redundant information. Moreover, maintaining state is
essential for providing certain facilities that a ﬁle system is expected to provide (eg.,

ﬁle locking and consistent ﬁle sharing semantics).
7

However, there are some advantages inherent in a stateless protocol. The most
important of the advantages is a simple crash recovery mechanism. When a server
in a stateless protocol reboots after a crash (or is replaced by a redundant server),

it has no state to rebuild. A stateful server in a similar situation, to provide correct
operation, will have to somehow recover all the information about open ﬁles and
active clients at the time of the crash.

NFS (in its versions 2 and 3) is the only popular stateless distributed ﬁle system
protocol in use today. All the other major distributed ﬁle systems are stateful. Although NFS has been successful and popular as a distributed ﬁle system there are

certain glaring deﬁciencies which cannot be overcome without introducing state in
the protocol. Perhaps that is the reason that the proposed NFSv4 protocol is now a

stateful protocol. See section 3.1 and [1] for further discussion about the NFS protocol
and how the current NFS protocols (NFS versions 2 and 3) deal with the problems
of statelessness.

The Pelican ﬁle system was designed with Unix like ﬁle sharing semantics and
high performance as two of its major goals. Therefore, it is by necessity designed
with a stateful protocol.

2.1.3

File Sharing Semantics

One area in which distributed ﬁle systems differ greatly from each other is the semantics that apply when multiple clients access a ﬁle concurrently. Commonly accepted
semantics for ﬁle sharing on a single-system dictate that changes made by one user
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be visible to all other users of a shared ﬁle when they issue the next read or write
call on the ﬁle. These are referred to as Unix semantics in the literature. Some
other ﬁle systems provide the less restrictive session semantics, where the changes
are propagated to other clients at the open and close system call granularity. AFS
is one such ﬁle system. There is yet another type of ﬁle systems that provides even
weaker guarantees, such as a certain time interval must elapse before the changes are
certain to have propagated to other clients. Needless to say, stateless protocols have

a difﬁcult time providing consistency guarantees. Accordingly, semantics provided by
the current NFS protocols (versions 2 and 3) are rather uncertain and vary from one
implementation to another. In particular, there may be a delay of up to 60 seconds

between an update by one client to be visible on another client machine. Our design
of the Pelican ﬁle system provides full Unix semantics using tokens. The basic idea is
that the server can hand out certain consistency guarantees to a client who opens a
ﬁle, in the form of a token for that ﬁle. The client can be sure that as long as it has the
token, the contents or attributes of the ﬁle will not change on the server. This scheme
not only provides good Sharing semantics, but also helps the performance greatly by

allowing greater freedom in client side caching of ﬁle contents and attributes. A full
description of the scheme will be provided in chapter 4.

2.1.4

Caching

Much of a distributed ﬁle system’s performance depends upon the caching scheme
used in the protocol. Various distributed ﬁle systems have devised schemes to cache
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data and ﬁle attributes on the client side to reduce network trafﬁc and to perform
other optimizations. There is also of course the in-memory caching done on the server

side but that does not pose a challenge because the server is a central arbiter for data
sharing for a given ﬁle.

The questions of client side caching scheme to be used and the ﬁle sharing semantics offered by the system are interconnected. The issue is, if the client is reading
some ﬁle data (or attributes) from its locally maintained cache, how can it ensure
that the data (or attributes) are still valid. Unless some distributed cache consistency
protocol is in effect, there is a possibility that while client A is reading locally cached
data for a given ﬁle, client B has changed the same ﬁle on the server.
Token based schemes similar to the one mentioned in the previous section have

proven successful in this area. DCE/DFS is an example of a distributed ﬁle system
that has used a token based scheme to maintain Unix semantics for Sharing while
allowing the client machines to aggressively cache data and attributes to improve
performance. NF8 on the other hand, being a stateless protocol, does not provide any
guarantees about cache consistency. Various implementations of the NFS protocols

do use some client side caching without providing guaranteed cache consistency. The
NQNFS[7] implementation of NFSv2 in BSD Unix does provide cache consistency
using a concept similar to tokens called leases. Leases are just like tokens, which have
to be renewed periodically. Thus the use of leases makes crash recovery simpler by
simply waiting to restart operation till all the leases (that may have been granted

before the crash) expire. Hence the crash recovery procedure becomes almost (but
not quite, pending writes are still allowed to complete) stateless.
10

Another question that arises in client side caching is that of persistent caching.
That is, should a client cache the data on the local disk or should the caching be
done only in memory. The AFS and CODA ﬁle systems perform persistent caching
on the client machine. This makes sense in a ﬁle system designed for a wide area
network as huge amounts of data can be cached on the disk (especially in the absence

of consistency guarantees) that can drastically cut down network trafﬁc. However,
for a system designed to operate in a high speed LAN environment, local disk access
may actually be slower than retrieving the data over the network from the server’s

memory. The Sprite system used this reasoning to perform aggressive in-memory
caching on both the client and the server side and avoided disk caches on the client.
In fact, Sprite was optimized for the case of diskless clients and servers with very
large memories.

Persistent caching also makes possible the idea of providing disconnected operation
for a client of the distributed ﬁle system. CODA was designed from the beginning
with disconnected operation as one of it’s major goals. More recently, the open source
Intermezzo[10] ﬁle system has taken up the task of providing disconnected operation

while improving the performance of CODA.

The Pelican ﬁle system follows the Sprite philosophy of aggressive in—memory
caching on both the client and the server sides while optionally using the local disk
on the client as a cache if the Situation so demands (e.g. if the network traffic reduction
is the primary goal).
11

2.1.5

Disconnected operation

The idea of a distributed ﬁle system allowing a client to continue operation even when
it is not connected to the network is an attractive one, but one fraught with challenges
and complexity. CODA is the only major distributed ﬁle system whose protocol was
designed with disconnected operation as a major goal. The obvious problem with
disconnected operation is the question of conﬂicts. If client A is allowed to work with
a set of ﬁles in disconnected mode, and client B is allowed access to the same set of
ﬁles meanwhile, there are likely to be conﬂicts between the two versions of ﬁles at
the time of client A’s reconnection to the system. The CODA system developed an

elaborate system of conﬂict detection for this purpose (and for other purposes too)
based on the concept of version vectors[4]. Once a conﬂict is detected that is not
resolvable automatically (e.g., addition of two distinct ﬁles in the same directory is
easily resolved by the ﬁle system while conﬂicting changes to the same text ﬁles is
not), user intervention is required to resolve it.

2.1.6

Replication

One element of a high availability ﬁle system is redundancy in data storage. In the
case of a distributed ﬁle system, replicating data on multiple servers is an excellent

means of providing redundancy. Replication could provide protection not only against
hardware failure, but also against wider scale problems like network partitions or
power failures (as long as one of the replicas has power and is reachable). Other
than providing high availability, replication can also potentially improve perceived
12

performance under heavy loads by load-balancing the ﬁle system service over multiple
machines.

However, replication makes maintaining data consistency a much more complicated affair. To allow multiple clients reading and writing the same ﬁle from multiple servers simultaneously while maintaining Unix semantics requires quite complex
mechanisms. Perhaps that is the reason that most distributed ﬁle systems provide
either limited replication capabilities or limited semantic guarantees.
AFS provides only an administrator assisted “cloning” facility mostly meant for
easier backup rather than for replicated service. DCE/DFS provides the so called lazy
replication which facilitates read-only replication of data but with a ﬁxed time lag

between current data and the replica (This time lag could be set to zero by the administrator at the expense of a performance hit). CODA provides for client managed
replication, i.e., a client has the responsibility to make updates on all the reachable
replicated servers as opposed to the client making updates on just one, primary, server
which would then propagate the updates to the other replicas. CODA’S policy leaves
opportunities for incompatible updates reaching different servers. Such an event may
trigger a conﬂict resolution procedure — possibly requiring user intervention - at a

later time.
The Pelican ﬁle system can have multiple replicas for every domain (a domain

in Pelican is simply a subtree of the ﬁle system hierarchy, see chapter 4) but only
one of the servers will be the designated primary. This primary is responsible for
propagating all the updates to the rest of the replicas. The abovementioned token
mechanism will be used to maintain consistency between replicas too.
13

What’s next
Now that we have looked at the design challenges faced by distributed ﬁle systems,
we will look at how some of the existing systems deal with them in the next chapter
(chapter 3).

After that, we will describe the design of the Pelican ﬁle system in

chapter 4. Here we will discuss in detail our answer to the aforementioned challenges
and the rationale for them. Later chapters will deal with some of the experimentation
with a token based cache coherence scheme we implemented in the NFS server in the
Linux kernel.

14

Chapter 3

A Survey of Distributed File
Systems

In this chapter we take a look at the design of some of the other major distributed ﬁle
systems, highlighting their similarities with and differences from Pelican. We start
with a section on NFS which is the most popular network ﬁle system in existence
today for Unix. In later sections we would look at some other important commercial
or research distributed ﬁle systems which provide progressively more sophisticated

ﬁle system semantics, namely AFS and DCE/DFS.

3.1

NFS

The Network File System[1] developed by Sun Microsystems has been the most widely
used distributed ﬁle system in the Unix world for almost a decade and a half. After
15

releasing the ﬁrst public version of NF81 in 1985, Sun not only published the protocol,
but also licensed a reference implementation, which was used by other vendors to port
NFS to other Unix variants as well as non-Unix systems such as VMS or MS-DOS.
This has been one of the big reasons for widespread adaption of NFS since then.

The NFS protocol has gone through two more versions since the ﬁrst release of
NFSv2. A ﬁrst draft of Version 3 of the protocol was released in 1992 and has been

formalized since then in RFC 1813[14]. Even then, NFSv3 is just now beginning to
be widely deployed and NFSv2 is still in much use. Meanwhile, version 4 of the NFS
protocol is in the “proposed standard” stage with the Internet Engineering Task Force

(IETF) as RFC 3010[15]. We would mainly discuss version 2 below and describe the
changes brought about by version 3 at appropriate places. Lastly we would brieﬂy
mention some of the proposed changes in version 4.

Clients and servers in an NFS setup communicate via remote procedure calls

(RPC) which allow a program running on a local machine to execute a function
on a remote machine almost as if it was a (synchronous) local call. This of course
requires an underlying RPC infrastructure for NF8 to operate correctly. The RPC
infrastructure used by NFS is called SunRPC or alternatively ONC2 RPC. This protocol was initially designed at Sun speciﬁcally for NFS and later formalized as a more

general protocol[16]

1This version was actually called version 2 (NFSv2), version 1 was only an internal Sun version
number and was never released to the public.

2Open Network Computing
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3.1.1

Statelessness

The single most important characteristic of the NFS protocol is that the server is
stateless. That is, an NFS server does not need to maintain any information about
its clients between requests. Each request is completely independent of the others and
contains all the information required to process it. For example, the NFS protocol
does not provide any calls to open or close a ﬁle, since that would constitute state
information that the server must remember. Each read and write request from the
client must pass the starting offset as a parameter.
The stateless nature of NFS facilitates easy crash recovery. Server recovery after
a crash is immediate as there is no state for the server to rebuild and the clients can
proceed with their requests where they left off at the time of the crash without any
loss.

3.1.2

Performance

However, its statelessness makes NFS an inefﬁcient protocol as the state information
(for open ﬁles etc.) must be maintained at the client and must be passed to the
server with every read or write call. Another problem with statelessness is that the
server must commit all modiﬁcations to stable storage before replying to a request.

Otherwise, a server crash might lose data that the client believes has been successfully
written out to disk. This is a severe bottleneck for a busy server and different im-

plementations have tried various software and hardware tricks to get around it[5][13].
For this reason, NFSv3 protocOl introduces asynchronous writes as an optional (i.e
17

implementation dependent) facility.

3.1.3

File Sharing Semantics

Another serious problem with a stateless protocol is that it cannot accurately reﬂect
Unix semantics for ﬁle sharing among different client machines. Due to client side
caching, a ﬁle system modiﬁcation at one client can go unnoticed on other clients

for up to 60 seconds[1]. Apart from ﬁle sharing Unix semantics, ﬁle locking is also
a problem for NFS since a ﬁle lock is state information that a server needs to keep.
This is worked around by having a separate helper service called the Network Lock

Manager (NLM) running on NFS servers.

3.1.4

NFSv4

Statelessness of NFSv2 and NFSv3 protocols presents the implementor with these
and a host of other problems. This has prompted the designers of NFSv4 protocol to
do away with the requirement of statelessness to a large extent. The version 4 of the
protocol now introduces RPC calls for open, close and locking functions. Since the
protocol is now stateful, another mechanism, called delegations, has been introduced
which allows for client side caching of ﬁle data and attributes while providing distributed cache consistency for ﬁle sharing among multiple clients. For more details

on NFSv4 please refer to RFC 3010[15].
18

3.1.5

Comments

Overall, NFS has served well over the years in Situations where strict ﬁle sharing
semantics are not a problem, for instance, to provide access to users’ home directories
in an ofﬁce or university department LAN. The performance bottlenecks have been

worked around by various implementors by either extending the protocol to include
some state (e.g. NQNFS[7]) or by using specialized hardware (e.g. use of NVRAM
in the NetApp devices[13]).

It can be argued that the tremendous popularity and pressures of interoperability

with NFS have simply discouraged applications which may make good use of a high
performance, fully consistent distributed ﬁle system. One good example of such a
system might be the news web site mentioned in chapter 1. Use of NFS for such a
system would be completely inappropriate as changes made by one writer might be
partially overwritten by another writer and the ﬁnal result would be a mixed web
page completely confusing the reader. For such applications, a ﬁle system such as
Pelican would make much more sense.

3.2

AFS

NFS is targeted at the LAN environment with a limited number of client machines.
AFS was developed in early and mid 1980’s at CMU as a distributed ﬁle system
capable of scaling to thousands of clients[12], possibly over a WAN
19

3.2.1 Scalability
The scalability problem in AFS was addressed by distributing the ﬁle system over
multiple servers and by doing aggressive client side caching of ﬁles. We describe these
methods below.

To control server overload and network congestion, AF3 divides the network into
a number of independent clusters. Each cluster contains a number of clients, and a

server holding the ﬁles of maximum local interest to only the clients in the cluster.
This provides fast access to ﬁles residing on the server in the same cluster. They can

still access ﬁles from other servers, but this access is likely to be Slower.
AF8 also uses aggressive caching of ﬁles on the client side to minimize network
trafﬁc and server load. Clients cache recently accessed ﬁles on their local disks. The

original implementation of AFS cached entire ﬁles on the client side. Since that was
impractical for very large ﬁles, AFS 3.0 (the latest version of AFS to come out of
CMU) divides the ﬁle into 64 KB chunks, and caches these chunks instead of whole
ﬁles. Once the ﬁle data is cached on the client, subsequent read and write operations
use the locally cached copy of the data. The modiﬁcations are transferred back to
the server only when the ﬁle in question is closed.

3.2.2

File Sharing Semantics

A consequence of the AFS caching technique is that AFS presents session semantics
for ﬁle sharing rather than Unix semantics. A client 01 can only perceive an update
to a ﬁle F made by another client, Cg, if Cl Opens F after C2 has closed it. In other
20

words, AFS provides cache consistency at the granularity of open and close system

call granularity. AS opposed to a local ﬁle system on Unix which provides cache

consistency at the read and write system call granularity.
A stateful cache consistency protocol is used to provide session semantics for ﬁle
sharing by multiple clients. When a client receives a ﬁle from the server, it also
receives a callback promise, which says that the client is holding the most recent
version of the ﬁle3. A callback can be broken by the server when it receives a new
version of the ﬁle from another client. The local copy can be used many times as long
as the client holds a valid callback.

3.2.3

Comments

AFS provides a highly scalable architecture for a distributed ﬁle system over a
LAN/WAN environment. It is currently being used at many large sites and supporting

many thousands of users[2]. Still, AFS has shortcomings in the area of performance
and ﬁle sharing semantics.
The AFS client uses the local ﬁle system to cache recently accessed ﬁle chunks.
This may lead users to expect reads of locally cached ﬁles to happen at speeds com—

parable to local ﬁle system rates. That is not the case however[19]. When accessing
locally cached data, the AFS client code must perform a series of additional, time
consuming operations such as validating the cached data (checking for broken callbacks etc.), mapping the AFS ﬁle or chunk to the locally stored data, etc. This can
3That is, the most recent version of the ﬁle within the constraints of session semantics. Another

client may have changed the ﬁle but may not have yet transferred the modiﬁcations back to the
server.
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result in read times from locally cached AFS data which are about twice as long as

accessing a ﬁle on the local ﬁle system[19].
Apart from performance, AFS mechanism for cache consistency is troublesome.
Clients write back changes only when a process closes the changed ﬁle. This can

lead to problems if the client is unable to ﬂush the ﬁle data to the server due to
server crashes, network failures or disk becoming full on the server. Most Unix appli-

cations were not designed for such semantics and thus fail to take corrective action
on errors returned by the close call. Moreover, even in the absence of errors, the

session semantics fall short of the requirements for our example application — that
of a distributed web server where the served ﬁles can be modiﬁed by many remote
clients.
The AFS project was transferred from CMU to the Transarc corporation" after

AFS version 3.0. There, it evolved into the Distributed File System (DFS) component of OSF’S Distributed Computing Environment (DCE). DCE/DFS was designed
to overcome some of the shortcoming associated with AFS. The following section
discusses the design of DCE/DFS.

3.3 DCE/DFS
DCE/DFS[3] evolved from AFS and is similar to it in several respects. For instance,
it uses a stateful client-server model and client-side caching in units of 64 KB chunks,
using the client’s local ﬁle system for the cache. However, the design of the DCE/DFS
"Transarc is now part of IBM
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takes steps to overcome some of the Shortcomings of AFS.

3.3.1

File Sharing Semantics

One Of the most notable changes in DCE/DFS from AFS is that it introduces a token
based cache consistency mechanism that provides Unix semantics for ﬁle sharing
between multiple clients. That is, if one client writes data to a ﬁle at time t, any
other client reading the ﬁle at time t + 1 should see the new data5.
To implement these semantics, the DPS server includes a token manager, which
keeps track of all active client references to ﬁles. On each reference, the server gives
the client one or more tokens, which guarantee the validity Of ﬁle data or attributes.
The server may cancel the guarantee at any time by revoking the token. The client
must then treat the corresponding cached data as invalid.
DFS uses four different types Of tokens, each dealing with a different set of ﬁle
operations:

0 Data tokens:
There are two types of data tokens — read and write. A client holding a data
token for a ﬁle can carry out the corresponding operation on the locally cached
data without contacting the server.

0 Status tokens:

These tokens provide guarantees about cached ﬁle attributes. Similar to the
5Note that all times mentioned here are according to server’s clock. So in the example given, the
order of write and read Operations is deﬁned by the times they reach the server— irrespective Of the
times the clients initiated them.
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case with data tokens, if a client holds a status read or a status write token
for a ﬁle, the corresponding Operations on ﬁle attributes (e.g. changing the

modiﬁcation time) can be carried out in the client cache.

0 Lock tokens:
These tokens allow the holder to set different types of ﬁle locks on byte ranges in

the ﬁle. As long as the client holds a lock token, it does not need tO contact the
server to lock the ﬁle. The server guarantees that it will not grant a conﬂicting
lock token to another client.

0 Open tokens:

These tokens allow the holder to open a ﬁle. There are different types of open
tokens to support different modes for the Open system call — read, write, execute
and exclusive write. These tokens are required to support some of the Unix
guarantees about Open ﬁles.

For instance, a ﬁle Open for execution by any

process cannot be modiﬁed until the process ends“. This particular guarantee

can be supported with the help of Open tokens in DFS. It is not possible for
many other distributed ﬁle systems to support this guarantee. For example,
NFS fails at this test if the ﬁle is Opened for execution at one client machine
but modiﬁed from a different client machine.

The DCE/DFS token mechanism provides an excellent foundation for providing
Unix ﬁle sharing semantics in a distributed ﬁle system. Pelican’s token mechanism is
similar in design, although simpler in some ways. TO take one instance, Pelicans data
6This is required to support demand paging correctly.
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and lock tokens are for whole ﬁles and not for byte ranges within ﬁles. This decision
was taken to try to reduce the complexity overhead of the design while still providing
reasonably complete locking semantics.

3.3.2

Performance

The token mechanism is a big improvement over the AFS callback system for providing cache coherence. The performance disadvantage of its complexity may be Offset
by the fact that this token scheme provides more concurrency and better potential
for aggressive client-side caching than the callback mechanism. There exist no comparative studies of DFS and AFS performance in the literature so it’s not easy to
say with certainty whether DFS token scheme indeed makes for better ﬁle system
performance.

3.3.3

Other Comments

DCE/DFS server component is designed to work well with a special underlying disk

ﬁle system called Episode[11], though that’s not a requirement. DFS can use other
Unix ﬁle systems as the underlying disk ﬁle system. Both the server and the client

access the underlying ﬁle system through an extended vfs interface (called VFS+).
DCE/DFS servers and clients communicate using DCE RPC, which Offers several
useful features over ONC RPC such as synchronous and asynchronous calls, Kerberos
authentication and support for connection oriented transport such as TCP.
These implementation requirements, while helping DCE/DFS in providing all the
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facilities that it does, also make deployment of the system difﬁcult. Perhaps that is
one Of the reasons it has not found widespread acceptance among users even though
it is commercially available from IBM for many Operating systems.
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Chapter 4

Design of The Pelican File System

This chapter describes the design principles Of the Pelican Distributed File System
in detail. The major goals of Pelican are to provide a common ﬁle system across

all clients with a global name space and high-performance ﬁle access while providing
Unix semantics for ﬁle sharing across multiple clients. The system is designed to
Operate most effectively in a LAN environment with a number or servers of the order
of 10 and the number Of clients of the order of 100.

4.1

Overview

Pelican is a distributed ﬁle system, meaning that ﬁles are stored on servers, and
accessed via a network by application programs running on client machines. The
same machine could theoretically act as a server and a client although in the common
case the two roles will be played by distinct machines on a network.
Pelican is meant to be implemented as a layer in the Unix virtual ﬁle system (VFS)
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infrastructure, sitting on top of a local ﬁle system such as ext2. On the server side,
Pelican uses the underlying ﬁle system as the persistent store that holds the ﬁles and
directories used by Pelican users. On the client side, Pelican can use the underlying

ﬁle system as a cache, reducing network traffic, ofﬂoading the Pelican server, and
enabling disconnected Operation.
The Pelican design does not actually require a client-Side local ﬁle system - a

Pelican client can be conﬁgured without it, in which case it only caches data in main
memory. This enables diskless clients, and can improve application performance by
trading relatively slow disk access for possibly faster server access. Pelican servers
export domains. A domain is essentially a subtree of the ﬁle system hierarchy. It
roughly corresponds to partitions in local ﬁle systems.

As an example, a typical

Pelican ﬁle server serving a few dozen clients may export /usr, /home, /var, etc.
as separate domains. Domains provide a convenient unit of system administration.
User level applications need not be directly aware of domain boundaries. Domains
are linked together using remote links, which are special ﬁles that denote the roots

Of new domains. When a client encounters a remote link during path traversal it
knows it must look for another domain in which to continue the traversal. Each
client machine maintains a domain lookup cache. On encountering a new domain,
a client ﬁrst searches through its cache to ﬁnd the Primary server for that domain.
If the cache lookup fails, the client can use a broadcast or central database lookup
mechanism according to local administration rules.
Pelican uses a token-based cache consistency mechanism, in which a client must
hold the appropriate token to read or write a ﬁle. The token mechanism forms the
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basis for providing Unix semantics for ﬁle sharing between users on different client
machines. The server remembers which clients hold which tokens, and revokes tokens

as necessary to maintain the correct sharing semantics. When a write token is revoked
for a ﬁle, the client ﬁrst ﬂushes any dirty blocks for that ﬁle to the server before
relinquishing the token. This ensures that subsequent reads by other clients get the
most up to date data. Token mechanism is described in detail in section 4.3.

Pelican uses read-ahead and write-back caching to improve user perceived ﬁlesystem performance. Read-ahead means that the client machine attempts to anticipate the data requirements of a user application ahead of time and ask the server
for more data than required to fulﬁll the immediate read function call. Write-back
means that a write call from an application simply writes data into the client cache.
The data are written to the server at a later time according to some predeﬁned policy.
The server is also free to write data in its own in-memory cache and return control
to the client call immediately. The amount Of time that the data can stay in a cache
is bounded by tunable parameters. This aggressive use of caching means that some
data can be lost in case of server or client crashes. Special measures need to be taken
to minimize the likelihood Of data loss due to crashes. More details of the caching
scheme and steps taken to prevent data loss are described in section 4.2.
Pelican servers can be replicated to provide highly available service. The replication mechanism is based on a Primary/Backup arrangement. Each domain can reside

on many replicated servers, one of which is designated as the Primary. The rest of
the replicas are known as backups for that domain. There are multiple possible ways
of dividing responsibilities for the ﬁle service between the Primary and the backups.
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Section 4.4 will discuss the various policies in detail and the situations where one
would be preferable over another.

4.2

Caching

In-memory caching Of ﬁle data and metadata is the primary method Pelican uses

for providing high-performance service. The caching is done both at the client and
the server sides, in units of ﬁxed sized blocks of data. This means that a Pelican
client need not cache an entire ﬁle, but can instead simply cache the blocks that its
applications access. Both read-ahead and write—behind are used to reduce network
latency. Blocks that have been updated by the client but have not yet been sent to
the server are marked dirty.
The client component of Pelican makes sure that no dirty block stays on the client

for more than 30 seconds (this period is going to be a tunable parameter which can be
increased or decreased by the administrator according to local needs). Other events,
such as cache being ﬁlled to capacity or a token being revoked by the server(see

section 4.3) can force the client to send dirty blocks back to the server before the 30
seconds time limit.
Even when the client does send the modiﬁed blocks to the server, the server
component of Pelican is not required to commit them to disk immediately. The data

could stay in the server side cache for a further (tunable) time period Of up to 30
seconds.
All the in-memory caching on the server as well as the client presents a possibility
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of data loss in case of a crash. The Pelican ﬁle system partially guards against data

loss due to server crash by not immediately discarding blocks cached on the client,
even after they have been sent to the server. The client keeps these blocks for the
maximum time period (say 30 seconds) by which the server must commit them to
stable storage. If the client detects a server crash during that time, it will simply

keep that data until the server (or a backup in case of replication) comes back up.
Note that a certain amount Of data could still be lost due to a client crash but that

is in accordance with long standing Unix policy. A user working on a Unix system
using just a local ﬁle system can also lose a certain amount of data on system crash
due to the buﬂ'er cache mechanism.
Although such aggressive write-behind caching requires complicated schemes to
maintain data integrity, the performance enhancements obtained make it well worth

the effort. Client side caching reduces not only the network and the server load, it
can also facilitate another Optimization. It has been shown that a lot of ﬁle access on
typical Unix systems consists Of temporary ﬁles[18]. Many ﬁles are opened, accessed
for a short while and then deleted. If all this happens while the ﬁle is still in cache,
it may never need to be written to the server at all.

4.3

File Sharing Among Multiple Clients

Pelican makes it possible for multiple clients to simultaneously Open and cache data
from the same ﬁle. This means that modiﬁcations made to one of the cached copies
can render the other copies stale. Since Pelican aims to provide Unix semantics for
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ﬁle sharing, applications should always read the most recently written data, even
when those data were written by an application on a different client. This requires

a mechanism for ensuring cache consistency between clients. We also need to ensure
correct permission checking on ﬁle access and an implementation Of locking. All of
these semantics are provided with the help Of tokens. The following subsections will
provide details Of the token scheme used.

4.3.1

Cache Consistency

Pelican guarantees cache consistency at the read and write system call granularity, as
opposed to AFS, which guarantees cache consistency at the Open and close system
call granularity.

To implement these semantics, Pelican uses a distributed token

mechanism that synchronizes accesses to the same ﬁle by different clients. On each

reference, the server gives the client one or more tokens which guarantee the validity
of ﬁle data or attributes. As long as the client holds the token, it may carry out
read/write Operations on locally cached ﬁle data or attributes. The server may cancel
the guarantee at any time by revoking the token. The client must then treat the

corresponding cached data as invalid and fetch it again from the server if needed.
There are two major types of tokens, read and write, that are used to enforce

cache consistency part of the Unix semantics for ﬁle sharing. There are also other
types of tokens called open and lock which are used for different purposes. We will
discuss these latter tokens in later subsections.

An application can only read from a ﬁle if the client holds the ﬁle’s read token, and
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similarly, an application can only write to a ﬁle if the client holds the ﬁle’s write token.
A ﬁle’s tokens are issued by the server for the ﬁle, so that if an application issues a
read on a ﬁle for which it doesn’t have the token, the client must ﬁrst contact the
server to Obtain a read token before the it is allowed to continue. The server maintains
the invariant that there can simultaneously exist either multiple read tokens for a ﬁle,
or a single write token, but not both read and write tokens nor multiple write tokens.
Tokens are issued and revoked by the server as necessary to maintain this invariant.
We can see an example Of this scheme in action in ﬁgure 4.1.
The Pelican token scheme is designed to provide atomicity at the level of Unix
system calls. This is ensured by the client not responding to any token revocation
requests from the server until any in-progress I/0 system call is ﬁnished. This means
that in case two clients simultaneously issue read and write system calls on the same
ﬁle, the reading client will either see the data from before the write or after, but not
a mixture Of both. This models UNIX atomicity semantics.

4.3.2

Keeping Open File State

The Unix ﬁle system semantics dictate that as long as a ﬁle is Open by any process,

it should not be deleted from underlying ﬁlesystem, even though all the directory
entries (or hard links) pointing to the ﬁle have been removed (i.e. it can not be
seen by, say, the ’ls’ command). This rule is easily satisﬁed in a local ﬁle system by

keeping a reference count to the inode Of the ﬁle, incrementing it every time the ﬁle is
Opened and decrementing it when the ﬁle is closed. The ﬁle is actually removed only
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when this count goes to zero (and it has been unlinked of course). In a distributed
ﬁle system it means that every Open and close should necessarily go through to the
server to maintain this state. Stateless ﬁle systems such as NFS do not provide this

guaranteel.
To implement this behavior, Pelican ﬁle system uses a special open token. A client
acquires and holds an open token on every ﬁle that is Open on that machine. This
token need not be released by the client just because the ﬁle has been closed by every
process on the machine. This means that if a ﬁle is repeatedly opened and closed on
a single client, the token is acquired only once. To make sure that the deleted ﬁles
are not unnecessarily kept in existence when no process has them Open, the Pelican
client releases the token if an application running on it deletes the ﬁle (i.e. it’s ref.
count should go down) and no other process on it has the ﬁle open. Therefore the
server can actually remove a ﬁle, P, if all links to F have been deleted and no open
tokens on F are outstanding.

4.3.3

File Locking

File locking is implemented by using the lock tokens.

If any process on a client

machine holds a shared lock on a ﬁle, the client must hold a shared-lock token on
it. Similarly if a process holds an exclusive lock on a ﬁle, the client must hold an

exclusive-lock token. As the names suggest, more than one client can hold shared—lock
tokens on the same Object while only one client can hold an exclusive-lock token on

1NFS implementations can provide this semantic but only as long all the open and unlink calls
were issued from the same client machine.
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an Object.
Similar to the open tokens, lock tokens are not released by the client even if all
locked objects on it have been released by the processes. When a server gets a request
from say, client A, for a lock token in conﬂict with one already held by another client B,

the server revokes the token held by B. If the token is not in use on B (i.e. no process
on B is holding the corresponding lock), B immediately releases it. If the token is in
use, however, the callback blocks until the token on B is not in use anymore. This
ultimately results in the application on A which asked for the lock to block too.

An Example Token 'ITansaction

Let us now examine a possible series Of event that could unfold in a Pelican system
(Fig.4.1). This will give us an idea about how the token mechanism works in Pelican.
Let’s say we have two applications on clients ClientA and ClientB, who want to read
or write at various times, a ﬁle F which resides on a Pelican server. Both ClientA and
ClientB have the prOper permissions required to access F. Let us also assume that both
clients start with fresh caches (i.e. they don’t have any data or tokens lying around

from previous transactions on this ﬁle). Note that all token transactions are carried
out by the client component of Pelican on behalf Of the user level applications. SO

when we say “client” here, we mean the Pelican component running inside the kernel
on the client machine and not the application which might be the ultimate user Of
the ﬁle.

Let us start with ClientA Opening the ﬁle ﬁrst. To do that, it needs to get an open
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Figure 4.1: An example Of token exchange in Pelican. Note that all tokens are for
the same ﬁle. Both ClientA and ClientB could hold Read tokens simultaneously, but
a request for Write token by ClientB forces the server to revoke the Read token from
ClientA ﬁrst. ’Open’ type tokens are never revoked. Token holding periods are shown
with a dashed line.

token. It places a request for an open token at time to. Sometime after that, ClientB
also places a request for an open token for the same ﬁle. The server returns an open
token each to both ClientA and ClientB at times t2 and t3 respectively. Now ClientA
requests a read token at time t, and is granted one at time t5. ClientB also requests
a read token at time t6 and is granted one at time t-,. This is a case of read/read

sharing by the two clients. Both have read tokens to the same ﬁle and hence they are
allowed to cache the ﬁle simultaneously. At time t3, ClientB is done with the ﬁle and
voluntarily releases the token.
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Now we come to the more contentious part Of the transaction. At time t9, ClientB

sends a request to the server for a write token. Since according to the Pelican policy,
a client cannot get a write token on a ﬁle at the same time as another client is holding
a read token (or a write token for that matter) on it, the server sends a message,
at time tm, to ClientA to revoke the read token it’s holding . The client is forced to

release the token2. Now the server is free to grant a write token to ClientB. Note that
ClientB need not have any higher privileges than ClientA for this series of transactions
to go through. The token revocation from ClientA is just a consequence of the policy
chosen to maintain cache consistency among different clients by Pelican.

4.4

Replication

Pelican allows replication Of data at the granularity Of domains. Each domain must
have one designated Primary server which is responsible for all I/0 access to Objects
in that domain. This also means that all token requests for any objects have to go
through the Primary. All updates made by a client have to be propagated to the
backups within a certain tunable amount of time. This amount of time has to be
the same as the amount of time a client is required to hold the updates after they
have been already sent to the server. This guarantees that in case the Primary server
crashes, the Backup taking over in its place can come on line without any data loss

(see sec. 4.2).
In the simplest case, one where all token and data trafﬁc goes through the Primary,
1’But only after ﬁnishing any read call in progress at the time of the revocation request. This is
necessary to preserve the atomicity guarantee mentioned earlier in this section.
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the token exchange mechanism undergoes only one change. Every time a new client
asks for a token for the ﬁrst time, the name of the client is sent through to all the
replicas for the domain. This is part Of the crash recovery mechanism which ensures
that a replica taking over from a Primary would know which clients to contact to
recover the state of the crashed server (see sec.4.5). Apart from this single change
the token mechanism remains unchanged from that for the Single server case.
Although the replication service is designed to provide high availability, it can
be extended to improve performance too. Since the data is replicated (almost) synchronously on all the replicas, one might wonder why should clients not be allowed
to access data from different replicas to reduce the load on the primary. A partial
answer to that question is that allowing such a scheme would increase the complexity
Of cache coherence scheme. Pelican guarantees that a read Operation will always get
the last updated copy of the data wherever that last update was made. If we allow

data read/write operations from multiple servers at the same time, we would need a
complicated algorithm to make sure that every read Operation gets the latest copy
Of data even if it was updated on a diﬁ'erent server by a different client. That is not
to say that the cost of allowing fully replicated ﬁle service can never be Offset by its

beneﬁts. Pelican’s design leaves room for such an extension at a later time. In what
follows, we describe the changes required in the token exchange mechanism to allow

a replicated read/write service.
Let us look at the case where we provide read-only replication of the Primary.
That is, a client would be able to contact one Of the backup servers for read access
to ﬁles while only the Primary can provide read/write access as well as all the token
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grants. In this case, the Primary server would still control all token trafficbut once
a read token is granted, the client is free to contact any of the replicas (Primary or

backup) for the actual contents of the ﬁle for which it has the token. The client will
have to present the token to whichever server it wants to get service from3. Also, in
this case, the Primary will have to ensure that before a read token is issued for a ﬁle,
all pending updates for that ﬁle (which may be in Primary’s cache from a previous

interaction with a client) are propagated to all the replicas. This may negate the
effects of write-behind caching and adversely affect performance in cases Of extensive
read-write sharing of ﬁles. On the other hand, performance will get a boost for heavily
loaded servers for the more common case of read-read sharing.
It is possible to devise a scheme that will allow full read-write as well as tokengranting replication. That is, there is no Primary and all the replicas have the same

status. The mechanism in that case will involve using 2-Phase Commits (2PC)for
each write call as well as for each granting Of tokens. That kind of a scheme is
not practicable from a performance point of view, especially in a ﬁle system which
guarantees Unix ﬁle sharing semantics.

4.5

Fault Tolerance

The main issue we have to face in providing fault tolerant service is the issue of recovery from crashes. Assuming a Primary/Backup kind of replication scheme, recovery
3There are security issues to be resolved in this case since in theory, a token can be forged by an
untrusted client. A possible solutions could be signing the token with a private key known only to
the servers. This thesis will not address security issues beyond what is necessary for description of
the ﬁle access mechanisms.
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means either the Primary coming back up within a certain, ﬁxed amount of time (this
period of time depends on the parameters of the heartbeat mechanism described be-

low), Or one of the backups taking over as the new Primary. Before the system can
recover from server and client crashes, we need to be able to detect those crashes.
This is done via the heartbeat mechanism.
The underlying infrastructure in Pelican provides a heartbeat mechanism which

allows any client or server to detect when another machine is out of touch (which
may be due to a crash or a network partition). Any server or client machine, say M,
participating in a Pelican network needs to run a heartbeat daemon which periodically
sends out “ping” like message to all clients and servers that are currently interacting
with M. The time period of this Signal can be set at run time. This allows any
clients or servers to detect if another machine has crashed or has otherwise become
unreachable. Once the crash is detected, the recovery process can begin.

Client crashes do not pose a major challenge. Client machine crashes are visible
to the users (working on the crashed client) and recovering from them simply means
contacting a server again and reopening the ﬁles required. If a client crash lasts

long enough that the servers serving it deem it dead according to the heartbeat
mechanism, all tokens granted to the client are revoked so as not to disrupt service
to other clients. This scheme is somewhat similar to the sessions concept used in the

ECHO[17] distributed ﬁle system to deal with crash recovery.
The problem of recovering from server crashes is to recreate, on recovery, the state

that existed at the time of the crash. If the crashed server was a backup server (for a
particular domain), it would simply contact the Primary to see if it can synchronize
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itself back to the current state. This involves retrieving any updates that the backup
might have missed while it was down as well as any new clients added to the client
list. If the crashed backup server was down for so long that it is not possible for the
Primary to bring it up to speed, a more ad-hoc resynchronization method (such as
rsync or other user level utilities) has to be manually run by the administrator. After
this process, the backup can rejoin the service.
If the crashed server was the Primary, it either comes back up within a certain

amount of time or the backups for that domain hold an election to choose a new
primary. The election mechanism will simply require one of the backups to get a
majority Of the votes. This can create problems in case the total number Of servers is
even and they are divided by a network partition. This is solved by adding a witness

vote. A witness is a pre—designated server or any machine on the network which can
cast a tie-breaking vote in cases of even splits due to network partitions. Note that
the witness does not have to be a server or even a participant in the Pelican system.

It can be any machine running a daemon which waits for the election broadcasts and
casts a vote to whichever server happens to be in the same network segment.
As soon as a Primary comes on line after a crash, it needs to rebuild the state
that existed at the time of the crash. Our token passing mechanism ensures that all
replicas for a domain have the latest list of clients which were being served at the

time of the crash (sec. 4.3). The new Primary uses this list to contact all the clients
to ask for all the tokens they were holding. This prevents the so called “thundering
herds” problem. The clients do not try to rush to the server together as soon as the
server comes back up but wait for the server to contact them in order. Along with
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the tokens, some of the clients may also present the server with cached data from the
last n seconds" which was saved on the client for this very eventuality.

What’s Next
This chapter provided a design document for the Pelican File System. We saw that
the combination Of services that Pelican provides can make the design much more
complicated than what individual services would demand separately. For instance,
the token mechanism used to provide Unix semantics makes providing replicated
servers much more complicated.
At the heart of the Pelican design is the token mechanism. In the next chapter,
we would look at a simple implementation of a token scheme in the Linux kernel NFS
server/client and its effect on ﬁle system performance. This helps us give an idea
of the kind of issues we need to deal with while implementing the token exchange
mechanism in Pelican.

‘where n is a tunable parameter as described in the section on caching.
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Chapter 5

Modiﬁcations to the Linux Kernel
NFS Daemon

This chapter discusses some modiﬁcations made to the linux kernel NFS server/client
and performance measurements made on the modiﬁed system. These modiﬁcations
introduce a simple token—like cache consistency scheme in Linux kernel NFS. This
allOws the NFS client machine to keep cached ﬁle attributes without having to revalidate them from the server periodically. This scheme can be extended to include ﬁle
data caches but that was not implemented as part of this project.

5.1

Caching in NFS

Many NFS implementations use short term client side caching for ﬁle attributes and
data. But there is no facility in NFS to provide cache consistency in case of multiple

clients caching (and possibly modifying) the same Object simultaneously. Instead,
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clients are expected to make a best-effort attempt to keep their cached data in sync
with the server. This is usually done in implementations by maintaining two times:

a cache time and a modiﬁcation time[1]. The modiﬁcation time (mtime) is simply the
modiﬁcation time of an Object as reported by the server to the client on initial lookup.

The cache time (ctime) is the time interval, usually a few seconds, after which the
client must contact the server and verify that the modiﬁcation time for the Object in
question has not changed on the server. The token scheme described below makes
this periodic check unnecessary.
The cache time for the attributes of a ﬁle is not a constant. It can vary dynamically

over the liftime of the ﬁle depending on frequency of access to the ﬁle. The Linux NFS
implementation sets the cache time between preset minimum and maximum times.
These minimum and maximum times are set by the administrator at mount time.

5.2

Token Scheme

The cache consistency scheme used here is as follows:
NFS protocol uses an object called a ﬁlehandle to uniquely identify a ﬁle on the
server. This ﬁlehandle is returned to the client as a result Of RPC procedures such as

LOOKUP, CREATE, MKDIR etc. That is, either as a result of a directory lookup
by the client (the LOOKUP procedure) or as a result Of creation Of a new ﬁle system
Object by the client (CREATE, MKDIR etc.). In our scheme, we simply treat this
ﬁlehandle as a read token for ﬁle attributes. That is, once a client has a ﬁlehandle

for an object, it (the client) can cache the object’s attributes and does not have to
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go back to the server for revalidation of the attributes.

In this scheme, once a ﬁlehandle (and ﬁle attributes) for a ﬁle system Object have
been granted to a client, it can assume that they will not change until a server makes
a call-back for that particular ﬁlehandle. Another way of looking at this is that ctime
has been made inﬁnite. This obviates the need for the client to contact the server
periodically to revalidate the ﬁle attributes.

5.3

Performance Benchmarking

The cache consistency scheme implemented here attempts to minimize the overhead
of periodic ﬁle attribute revalidation. Our benchmark should exercise that path of
the NFS implementation which is responsible for looking up the attributes Of a ﬁle

on an NFS mounted ﬁle system. A simple yet effective way to do that is simply to
do a directory lookup on a large directory tree since that would require the kernel to
lookup the ﬁle attributes for each ﬁle in the directory.

The following benchmark was used to gauge the performance improvements on
the client side of our cache consistency mechanism. The Linux kernel source tree
for the kernel version 2.4.0—test12 was created on an NFS mounted directory. This

is a very large set of ﬁles with total size close to 100 MB. The Unix command ls
-1R was run several times at the root of this tree. This process was repeated while

running a kernel with and without our modiﬁcations. The time taken for each run Of
the command was recorded using the time command. The tests were done using two
identically conﬁgured Intel x86 based computers respectively as server and client —
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Pentium Celeron 500 MHz processors with 128 KB L2 cache, 120 MB CPU accesible
RAM, IBM-DTLA-307020 IDE disk connected to an onboard IDE interface using

DMA transfers. The server and the client were connected to each other through a
switched 100Mbps ethernet connection.

The results are shown in table 5.1.

Table 5.1: Directory lookup benchmark numbers
NFS Without Modiﬁcations
Prog. Run #
User Time System Time
1
1.03
2.04
2
0.90
2.02
3
0.90
2.02
4
0.93
2.11
average

0.94

2.05

User Time
1.06
0.96
1.01
0.96

System Time
2.10
1.98
1.81
1.63

0.99

1.88

N FS With Modiﬁcations

Prog. Run #
1
2
3
4
average

These results show a deﬁnite improvement in system time consumed while accessing a large directory hierarchy as a result Of our modiﬁcations. The average system
time has gone down from 2.05 seconds for the plain NFS implementation to 1.88

seconds for NFS with our modiﬁcations. The system time is the relevant time here
because we are interested in the time spent by the command in the kernel mode (that
is, executing the actual NFS protocol code in the kernel).
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5.4

Conclusions

As a result of these experiments, we see that even a simple cache consistency algorithm
can improve the performance Of some Operations (in this case, a recursive directory

lookup) in an NFS implementation.
Having said that, one must be warned that although these simple tests Show a
visible improvement on our benchmark, it does not necessarily mean that all Opera-

tions on an NFS server would beneﬁt from our token scheme. Our implementation of
the proposed scheme was simplistic and did not take into account read/write sharing
at all. Also we did not have an easy way to measure the effect Of the scheme on the
server side performance. Overall, these tests are meant as a demonstration Of possi-

ble performance advantages Of a cache consistency mechanism rather than conclusive
proof of superiority of our token scheme.

On the other hand, a fully ﬂedged cache consistency mechanism would allow

the implementor to use a much more aggressive caching mechanism which could
potentially improve the NFS performance by a big margin. This assertion is strongly

supported by the work done on the NFS server in BSD Unix. The BSD implementors
extended the NFSv21 protocol to add a lease based cache consistency mechanism
which was shown to produce signiﬁcant improvements over plain NFSv2 on a variety

Of benchmarks[7]. In fact, NFSv4 introduces a mechanism similar to tokens, termed
delegations, for distributed cache consistency[15].

1Actually this particular implementations had many Of the extended features which were later
adopted by the “Ofﬁcial” NFS versions 3 and 4
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5.5

Summary

In this thesis, we started with the goals of building a LAN based distributed ﬁle
system that would provide high performance and Unix like ﬁle sharing semantics.
After looking at various approaches to building distributed ﬁle systems over the years,
we arrived at a design that would satisfy our goals while not requiring any special
hardware or software other than what is available in a commonly available Unix
workstation.

Providing Unix like semantics for ﬁle sharing while also performing aggressive
client and server side caching presents many interesting challanges. The token mechanism inspired by ECHO and DCE/DFS ﬁle systems plays a big role in the Pelican

ﬁle system. We saw the design Of the token mechanism in detail and also saw an
example Of how it might work in a ﬁle sharing situation. Morever, it was shown that
the token mechanism can be modiﬁed to allow correct Operation in the presence of
replicated servers. Finally, the proposed design was shown to allow recovery from
server or client crashes and network partitions.
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